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AL Al Python JR R RRELT S AR HhAn B A J) 3T R Ao it & BRI 3R 69 N T 048 5 1855 W
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TG K AEAFAE, tdefT I KE | B ERTR, Bl fF5, FiTREHE,
K R EA B P AFe MGG AR 5 2], E A B RMARR | KB AR A RS S5
o, B PR G AR AR E TR A BAT K, AL TN R AN, FARIE R4 RO AR A
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ET Hadoop F&rIFil 25 Fiil
P KE
THIEIW: LEHE
e
FEBE A BRAL BRI A A TR N, o [ ALl T 35 1 T A0 P R A Bk 5 L
B AHFTE)TRZE ATz Hadoop 1 & HIKEHEALBERE /), Ziablas I8k,
AR NG A T RS BARTE, ASCHEd B E 2B HEWE, A Hadoop
AR RS (HDFS) SR 7, FF2:T MapReduce 5 Apache Spark HE42 i
ITEARIEVE S TAC R, B 5 SR IO BERAAE T A A TS A . 7 bR ARIMA A5 84 A
LSTM 18 00 £ 55 22 T S50025, 0 i L s (R 3 AN R B BEAT AR N 0BT, SRR SRBL T — A
REBSSERT R S AT HEH ST RSt ZRGACABUR I E RS HE 0L B

M7 B SRR, WA AR ) BRI FIAS NHRV K J FR AL T R LA . ASBIF 7 0 B
SRAEFRTT ALY T 57 F0EI0 P AE R 1 A 84 5 i LA B A AR AN S B R

X
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Mo XA E TEAAIUAE WAL 2 BBl b, 3 AT L 75 SR PR AR AT N A
BER TR B D8 1 B aF T I ekl IAREEE R T RAECR K5I N BAG I
HE,

Hadoop 1 & 1 9 K Hde Ab B AU A% o BoR 22—, RIS KR 7 A sUAR B E 70 A iy
R RBAEEBERE /), FEAC PR SR FE B EUORWE . Hadoop HIZ G4 ——

Hadoop Distributed File System (HDFS) 1 MapReduce, FE575 2 A7 il A1 4L i

B, T R A H e A PR A e AT T R RR K . k4, Apache Spark ff:
N RS NAETFSEIORESE, Bt b 7 AR B RRCR, USRI . R E
ORI R SR 3R T R B

R EAESS & Hadoop 1 & H KB AL B EE /1A Python #La3 22 ST BOR, IRR— M
ROV ST Ty v o AT ORHHE AT HESE, Rt Fe Ay B O U 2 il T
B0 ) R AT SRR TR T 55 FF AR Al 55 ) SR AN R SRS 5 SR AL BB AN SR
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2 MBEEAREMZIT
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21B BT ZEM R

RIS 4T (2020 F-2024 F) ol B R3AT L5504, AT SHT ERR
BHEHELE S AT 204, FEAE BB R RFALE 73 BT 55 PP FREIN Xof 24 il b 2 3k L Rk 2 341
W, 2R AL AT AT BBURE&E 1] 1 5 SRS HE R sV B, oy Al i A B R
MR, FINGERERPUE RO T s AE R, 18T BRI R TT 7 .

o SCEARZEM B 1 BT,

21.1 HEFREESD

RSB RIR o PR —FRBURFATHE B8, GfEhe NRILAME AT
BRI AL 2 (RIS B OB R E X Gt R 50— J0= 5k A E N & -7 & 50,
B4 BOOS HI . ZELAN. 58 [FlM. BUFE. JEHSEE R, .

FERAEICRUS AR T, A A% sy (R NIRSEAE R 2% 22 405) LS H BRI st Y
robots.txt P10, WHIRIERAT NESIEIEHIN AT . @i Python JERHIAR, RGVEHIT

BOFREHE T B SR A LG AR, SOREARTRAAARR. HIEAS. TiF
R WG ELL AT SR D AR bR . P BEE R R YIRS T B AR T S A SR
VERT, R0 0 58 B RS AR BEAT 1 A% AL FE

2.2 TNEFRA{ERERARMR K

2.21 Python [ERSEHEFHLLIEERS &I

FEAF ] BEER b 88 Soicer
e | g HAEES

ElZF& 2 Scrapy T1ER

{844 Pipotine [— | shrEae |

FEARIRIRE

Python Scrapy & —NIhRE5E K H R 7GR Python HEZE, & AP W ik H s I+ HE He

-6 -
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CERMIBAR T BT EERIRIIR . (5 AR LKA 7 S R 2 2 Fh s PR Bz N
H1. Scrapy HJBCit Hbnedid 3R 4t 4 & R ThBE MR SRAL 28K, iEJT R 3 Re s tRod iy i
AR R TC HUNE - [N B X 5% B D BUATUERAT: 5%« HAZ oA BAE T SRR 57 B 47
KACEE, Hsh4bH JavaScript JEYL UL GEIT R Selenium 5 Splash) DL & &= 25 15
BB, FORERUL AR @ B A 5 et
FEHAE ALY, AL FER A Python ) Pandas il NumPy #4750 i 2

ML 3. Pandas DAHSE R REHRIRIERE /), Bt 7 (F gt AT Bt 00i I . e fhe
G IERE, o R A AR S5 AL BRI R B H 5. NumPy R4 1w R B 413 4E ol

fE, RRHATHEAEIE A AL, Oy )R SERRAIE AR AL S22 SRR I 2R 85E 1 e
KNSR . LEAh, IXEEEERISS S A 7 EHR AL B ARG, R AL SRR
R T A

222 ABIEFasioENT

1RG4y, AR Hadoop HDFS #4770 i (U124, 1%°F- & +& Apache
Hadoop i H (% 041k 2 —. Hadoop HDFS & — /M3t Fl 76 K HURE AR T v 176k A
U R HIE N A RO R G HAZOMRIATE T o B ek 5 ) B U 7] B 7 R B8 e B 1
BEEACERE T, RS mIRL. ] EEHIA A A B AT AR T B KA S dn 4E . HDFS Jiid
SrPEtE CERIAY 128MB B 256MB) 12 GIAHLHI, AR 1 2088 (1 ] B AN 2
P, o KB A7 1 B AR B £

TEHAR AL 73, R T Apache Spark, X/&—aK IR FREIR AL HAESE, BIER

ff:tt Hadoop MapReduce ¥ & 3 EE AL L GE /). Spark JEIE AR MBI A7+, &
FURD T HERL /O #RE, N RIESET 1 E R A . Spark R 2 MgmfEiE S, B

Scala. Java. Python f1 R, Wi AN Es FIMEZFALTE K. Bbolh, Spark it fit
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TEERZ OB, 11 Resilient Distributed Datasets (RDD). DataFrame #I

Dataset, JHasbB. Hlas: > MSEt Hd A B 4L 7 om KHISH

2.2.3 Python $HETESKREMEIR D EN

FERE TAEH 7y, AR Python ff) Pandas #1 Scikit—learn 4T S B EFE ()42

BRI i o S SR AGHAE IR A 3T, BATIREL 1 245 S 55 7000 a5 DA 5% 1045
fib, AFEEARTATWIERE SRR, R ]ABERE). #H s K
AN EE . IX SEREAE 13 B TR 7T 3 R B AR AN R0 b, B RS R
21:0] WS

R TRER A A I R et b B8, b ERGE MR R (PR RE . A S,

FABEL UL T3 R AR AT TIRAALEE: 155G, (EH] Pandas #EAT Hdmimvb A, Ak
B SR A ES R R, @i Scikit-learn i AR AEATA— 10k, X
FREHTRES —; WJa, RTS8 (PCA) i Lasso [HIHSHA, WHHFEST
FiGE AR AE, SR fe B R ) R IR AR

TERETIR R 5, FAIEET Scikit-learn FERAE T 2 FLAS % I HEAL, AREEART

ZNMERNE L BENLARAR . BEEEERFART (GBDT) SRR EANL (SVM). i LEA [F] 2 7Y
HITERE, PR iR B LASEIINT B a5 B v TH0I .

2.24 Python RENHESEZEESENT

FERTRIPPAE 370, A SR Python ) Scikit-learn JFE Sk %8RS () 4 B8 4T 4 TH 1P
fifio VP RE, FATEZOELUT JURE 1865 #EHE%E (Accuracy). BEIZE
(Recal). F1 4% (F1 Score) #1 AUC-ROC HlI£R. iXLEtibrAt i MANIE] f B e s
(TR fiE R0 73 SR E
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o HERR: MEBHUNIEGIREA SRR LG, 38 T2 A A A

INE-VE/aE S
o AEZR. R BRI A IESREA 5 T ISR R L], U ORTE
BRI SR e g

o F1E UERRRABRIRFAACESME, 256 R MUY 1 TR A
[BlRE Ty, JCHE S RAAFH I a5 .
« AUC-ROC #iZk: il receiver operating characteristic iz ki Ak

IrRAFNVBARVERE, RG] T 2RAACTH 37 5, RENS S RBR AL I 971 S Y X

FERA I, AR K HT3EXIUE (K-Fold Cross Validation) I, BRAER
RANSENBUEE ERRIA—FtE, NTRIEBKZAEE . AN, Ed@ESHiEmn
(Hyperparameter Tuning), M4 2 (Grid Search) FIfEH#Z (Random
Search), MHRIIIXHMBE (%, RIOEE. ENLREE TR, Uik—

AARTHARL F FIRE FE

BEAk, ASCGEXT Z ML A (AR A BENLARAR . BREEIRTI &) 24T 1
XFECIGE, I8 IR AS R R (R PPAG S5 R AT b, R IR 0 AR R A i 25 F) T Ao
Mo 2%, AR AR, i DR R eIl B T 55 P ik B AR A i

3 RS STLtE

3.1 BURUEE

3.1.1 Python EEXE MFRA 2 FFERE

Scrapy s&—MIJRESER K Python JEHHELE, & JHTUHX W sl 25 4 - $2 H 45 4 Ab 2 s
Migih. Bt 7T —NRIEH Ty RIHESE, ATHE. SrAEENgeR, 2N

-9 -
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THAE R (5 S BRI REE r rE 5t .

Scrapy 13 ZRF AL HE:

1. RESEIER: Scrapy 4 7% K49 XPath = CSS ##EE L #, 7@AF
#ILHTML F= XML A% 69 448, s, Scrapy i& Z # W &k XA 4 F
CSS 453, A4 S FB ML LM R PRI EE &

2. ®¥4: Scrapy AT Twisted FHAERFILT & 28 F5 L EA, % F
i X6 HTTP FRKfevm i, BFRIT R RGPITHFE Bl T,

3. 4 A XMk : Scrapy I FHH XRKRHY, fpBRRIES SR S EME LK
AT, =P RS T HIBIIRA L EFT I Rt

4. FRdE: Scrapy T F @ MG AY EAE, FTRAPARIEERTH AT R
Rk, Flde, T@EF A4 (Middleware) 3L A 24K 3 (User-Agent) &
M ALbr#:. cookie % 22 f= JavaScript T @ 4975 £ F 4k .

5. &PEfk: Scrapy @it FF . LA F SR HIEETHE AT, RS LS

I

AE B9 BB NI An 2L 22, A HE R T R ALAL 38 R S5

Scrapy W) EHF

1. Spider: jfek %, §i o €U KT H A BIERBIN . LA F LUK
scrapy.Spider £f 523 parse 7k k32 IEFo A i Ko

2. Scheduler: A& 3%, #w& e EAL 5B E 5K, Scheduler #4% e & #1835
AR e R g A B R, B ERE 2 FHRSG BT

3. Downloader: T#H %, A THMN R KN %. Downloader % i %Al (4w

HTTP. HTTPS. FTP %) f3# A £ %% (4 HTML. JSON. XML %) .

- 10 -
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4. Pipeline: #i, #i v EA AR 4%5. Pipeline T AL AKEF k.
. AEFAE, ARIIEY R TR — B
Scrapy W54
1. BERE: AR REFIE, HlodFE. Bz b A PFRd. BREEELE
2. WB¥rAEIR: WMk A A6 T, FHARIET R AN K i IR iE e
3. BIFBHHM: MMk b RBKYE, #ITRBEI T 20, LFAFHAAFH L EK
4, EWHHERLE: 5L HELTIESE (do Apache Kafka. Spark Streaming
F) , FRERFBIEREFHH
5T Scrapy HESL, AN ZFENMAHIETEG (1 BOSS HIY. FHHHE,
58 [Alyk. IR, FEIESE) FCE T KRER S EE . @id @ X —4> Scrapy €H%
JobSpider, M e FFREE R SR IVERALAE B, BFRRERAI A RR. Hiit. AR, i
A URL FEA% 0 BLe BAT A2 € ) S AR

Code : Python

import scrapy
from scrapy.crawler import CrawlerProcess

class JobSpider(scrapy.Spider):
name = 'job_spider'
start_urls = ['https://www.zhipin.com/'] # /R{EIFE4E URL, W] E#e A

def parse(self, response):
for job in response.css('div.job-primary'):
yield {

'title': job.css('div.info-primary h3 a::text').get(),
'salary': job.css('div.info-primary span::text').get(),
'company': job.css('div.info-company h3 a::text').get(),
'Location': job.css('div.info-primary p::text').get(),
'url': job.css('div.info-primary h3 a::attr(href)').get()

- 11 -
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# YIEHALE HUd R 5T B BN iy

process = CrawlerProcess()

process.crawl(JobSpider)
process.start()

PR E ST M EARR) Scrapy T, HIFIMUHGHEET 6 EMEMER . @il
parse Jii%, IATMMITTAIREC VG2 05 B IR iU U . REER A2,
S B N AT RE 7 AR A [F] Wl R T 254 1 4 CSS Uy, B OREE SR E A HE

Peo AN, N T HRERIC LA EETEM TR 2R, A SO™ K157 HARMu5 T robots.txt #)
W, ISR UGS AR 3 G H A IRk 55 a3 B K f4H

3.2 FIETRALIE

3.2.1 {#M Pandas fll NumPy #1742

SRR MG MR 5, AWE 7R Pandas AT NumPy Xt S dE4T 14120 AL EE, DA
DREE o oI O Jm 870 A B g At

Pandas Al NumPy & Python “E25 R4t i Dhfig o K H 2 R PSR 2R, 73
LE TR A BE T 5. ENESEE R ARl A T U 155 AR

Pandas #& KU RE SR R AR AL B S 70 e, SRt iRl RGBS i A A
. HRoosr s

1. ¥IELHH: Pandas 5| N T AFF T 209 IBELEH:

ﬁlpandas

o Series (£7]): —#—fARC3IELEHM, XM TFHARI L, L HFET
ARE AT E 5 3RAE

o DataFrame (#(EAE): —Fr—4 AR LM, T Excel &-F £ 4% &

- 12 -
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SQL %, X Hi@idATAR B A AR B #AT B K7 P AR A
2. ¥EHA: Pandas R T FF HRBERA AR, Qi
o KL+ 5%EHE (merge. join)
o HKIEHmERE (groupby)

o H¥#EHAF 5L (sort_values, query)

o #4554 (describe. pivot_table)
3. HEEE: Pandas L 5P H A X095, @46:

o X AXM (CSV. TXT)

o ®wFk# (Excel)

o JSON # =X

SQL #3% &

@)

4. HFEHH: Pandas BT 2 @B MT T E, QIEHIEFR. £, HER
%t F k.
Pandas [ 3 3 H 5045

1. R|HFELHH., B KME, TEA. FFESF.

2. RIF|HHT: #HATRIEL T RIBIEEARIE T A,

3. HBEEMF: ARNBEFIFRREFIES TORBES .

NumPy (Numerical Python) j&—3 &% THETTEMZE, ZOIhEee skt L

YRR A o L 32 Bk A

- 13 -
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1. %4848 NumPy 894 #8454 % ndarray (% 4448), X B AthFi%
1 K AR BAB S -
2. EMEH. RUTFEHEFETHR[H, QEERGm, B, K. RiRE,
AREE ., SEERESFHBRIEH,
3. &It R¥: AR HEMHME. AREE. FE. RKE. RADMEF AT AR
4. FEAMEAER: RBT AEmMAIE A, & AT R EN K,
NumPy 3= £ N 754
1A T, TAL. {55 A S AR S
2. RBTH/H: IHFIELT. RFBLBEARIE T,
3. MBFI: AMNBZFIAEIRE[ AT H IH,
&2, Pandas 1 NumPy 2 @MNaE5 SRR, 700 T8 b B A g 1 5
ENZIAGERVINRR, FLFEDEHE AR R A 1 9K ISR
Awtsiiid Pandas 1 NumPy TR TAE# AT 1 iH0e . A& AL FIbREAL Ak
#, HARPERIMT:
Code : Python

import pandas as pd
import numpy as np
from sklearn.preprocessing import StandardScaler

# SRR IR R

data = pd.read_csv('job_data.csv')

# BEiE:
##t MHERELAE

data.dropna(inplace=True)

LIRS B BT A B
data = datal[datal'salary'].str.contains('-')]

# SEIUR /N 5E

data['min_salary'] = datal'salary'].apply(lambda x: int(x.split(’-
')J[0].replace('k', '')) * 1000)

data['max_salary'] = datal'salary'].apply(lambda x: int(x.split(’-
'J[1].replace('k', '')) * 1000)

- 14 -
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# Bk
## bt S ER
datal'location'] = datal'location'].apply(lambda x: x.split(' ')[0])

## 1A F LA FR
datal'company'] = datal'company'].apply(lambda x: x.strip())

# HoRbriEl

scaler = StandardScaler()

datal['min_salary', 'max_salary'l] =
scaler.fit_transform(datal['min_salary', 'max_salary'])

# ORAF TR BRI (R
data.to_csv('preprocessed_job_data.csv', index=False)

RIS ERE
1. #3EikE: M job_data.csv ¥ i B 4k3E, A4k %4 Pandas DataFrame.
2. HIBHFk:

o Mk &S KIEEIAT,

WL E (R AR

\5

:\}y

P

o kL asFH
o  REFH IR RAMEF R KL, FFRALAK A BARSE (42°20K
% % 20000) .
3. HIEA X
o BRI EAZ B LB (Hl4e ' New York City’ # 4L 5’New’) .
o ko d LM E R aF o
4. FEAAEA: 5 min_salary f= max_salary 7] /74 A0 AL, AW £ F,
R G AT AL
5. BBERA: KRS BIER A A preprocessed_job_data.csv LR, AR 4L

PETE LA

Pandas 71 NumPy {£74 Python 4735 R 4t P %0 TR, AEEHER AR AT 54
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A AEFEAT BN o A8 SR B R 1 Al R A I A X Bl AT A
1 AR HEAL AL ], Dy Jm 82 A B8 0 A AN BRI 1 v ot B (X e S

4 DHNFESNT o

4.1 Hadoop HDFS X 121

1ERBHRRAR, A0 A7 RGN A R 40 I E 2 F B, Hadoop HDFS
(Hadoop Distributed File System) {EA—F ZEHP M AR5, BH &R
e, my R SRR, BN KEIRAAAE I EE T R AT IEA A B U{T{E CentOS

PVE 2% % Hadoop HDFS 734 A A1 .

4.1.1 ETF CentOS E#EZ 5938 Hadoop F&

N T itk Hadoop & 2 islT, AHEIHAERE S REE. LI 2HE Hadoop

HDFS 7 A A P B 0 P4 2 3R -

1. %% Java 35
sudo yum install java-1.8.0-openjdk

2. T#HIF#/E Hadoop

wget https://archive.apache.org/dist/hadoop/core/hadoop-3.3.1/hadoop-
3.3.1.tar.gz

tar -xzvf hadoop-3.3.1.tar.gz

3. i ® Hadoop M A&
export HADOOP_HOME=/path/to/hadoop-3.3.1
export PATH=$PATH:$HADOOP_HOME/bin:$HADOOP_HOME/sbin

4. fic 5 Hadoop #%0> 3 (core-site.xml. hdfs-site.xml. mapred-site.xml. yarn-
site.xml)
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BEiE core-site.xml 5 X Hadoop F#%LECESE, W FS.defaultFS $8EBRARISCHRGSLI.
<?xml version="1.0" encoding="UTF-8"?>
<?xml-stylesheet type="text/xsl" href="configuration.xs1"?>
<configuration>
<property>
<name>fs.defaultFS</name>
<value>hdfs://localhost:9000</value>
</property>
</configuration>

Bt E hdfs-site.xml ACE HDFS K7 ES%, W dfs.replication HEHBHBIALE.
<?xml version="1.0" encoding="UTF-8"?>
<?xml-stylesheet type="text/xsl" href="configuration.xs1"?>
<configuration>
<property>
<name>dfs.replication</name>
<value>1</value>
</property>
</configuration>

fid® mapred-site.xml B2 B MapReduce KIiE475%, # & MapReduce HE4E.
<?xml version="1.0" encoding="UTF-8"?>
<?xml-stylesheet type="text/xsl" href="configuration.xs1"?>
<configuration>
<property>
<name>mapreduce . framework.name</name>
<value>yarn</value>
</property>
</configuration>

fi® yarn-site.xml 2 E YARN IR FEEHSH.
<?xml version="1.0" encoding="UTF-8"?>
<?xml-stylesheet type="text/xsl" href="configuration.xs1"?>
<configuration>
<property>
<name>yarn.resourcemanager.scheduler.class</name>

<value>org.apache.hadoop.yarn.server.resourcemanager.scheduler.capacity.Capa
cityScheduler</value>

</property>
</configuration>

# DL BB SO E T Hadoop FIBCE Hk F, i@% AT $HADOOP_HOME/etc/hadoop/.
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5. Y41t HDFS
hdfs namenode -format

6. J5z) Hadoop ££7
start-dfs.sh
start-yarn.sh

fBahfa, BILLEE LT a2 3k & R 55 s AT R A
Jps

% f145. NameNode, DataNode, ResourceManager, NodeManager Z:iff%.
5515 Hadoop [ Web Fih:
o NameNode Web 7‘ifii: http://localhost:9870

e ResourceManager Web 7[f: http://localhost:8088
XL F SR At T R SR E BRI TR %

Wit 223 Java B35, NEF# ) Hadoop. fit B 545 & . A& Hadoop #:0» X

. #1iH4L HDFS LA 5 8l Hadoop 27, 7] DAHRIE 2 — 7] 1) Hadoop 35 .

4.1.2 BIRREHIEZ(ESI Hadoop HDFS

F € R £ 47 /74i# 2] Hadoop HDFS

hdfs dfs -mkdir /user/your_username
hdfs dfs -put preprocessed_job_data.csv /user/your_username/

Pl EAPER, RATEINE CentOS #:1E %24 FH%E T Hadoop HDFS 431 A7 4ifi

W XONJR BB A AL B B E 1 S SkAt. Hadoop HDFS 1 iy Al SEVEAT =

JElk, REUSA RN AR A TR, W IRECE 1 2 AT I . A2 SEBRR R,
A DURSE B AR oKt — DA B R 24, DRI R gelkseAnia e k.

4.2 Apache Spark #1550t

4.2.1 {EF Spark #1THE DITLE
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TE 58 BRAURE AL A7 J5 ,  AHT 78R ] Apache Spark % ##s #1471 #1280 704

Apache Spark s&— KRR G — #5128, SCRERHIUBIER A0 3 . HLAR 57 >) FSCi
IHTe HAZOMMATET R WA ARG IR, Refs = R B 45 A AL AR 45 4
. LLUR 2 H Spark 3479125 4041 i B4R D B

Code : Python

from pyspark.sql import SparkSession

# fi& SparkSession
spark = SparkSession.builder.appName("JobDataAnalysis").getOrCreate()

# 2HU HDFS ()8

df = spark.read.csv(
'hdfs://localhost:9000/user/your_username/preprocessed_job_data.csv',
header=True,
inferSchema=True

# BRI o
## RS
df.describe().show()

## AT\ A gt
df.groupBy('industry').count().show()

# RAFIT I 45 R

df .write.csv(
'hdfs://localhost:9000/user/your_username/analyzed_job_data.csv',
header=True

# 121k SparkSession
spark.stop()

RAD RS

1. 4] SparkSession
SparkSession & Spark A2 A, A Ti£4% %) Spark & FE LT A HR, @

builder 7 % & & & A2 /5 % #&, )0 getOrCreate() 4] 1 X 3£ BILA 49
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SparkSession,
2. B HDFS # ¢ % 3%
1# 77 spark.read.csv() 7 i M HDFS v i B 4k 22 5 69 38 S A o
o header=True: T @8 k%, 12T Spark g 354
o inferSchema=True: g )i &4 KA, AHRBIE LA EAML,
3. #MBMRITM
it df.describe().show() £ s A48 69 Rk o312 8, BIEHME. HEZ. RDMEFR
KALH o X—F R BB T M EIE0 5 A, A e oAtk R
4. Besrk i gt
& ) groupBy()F= count() 7 i #f #3242 “industry” )47 5B 4%5t, RFANMTLY
PALE . X —F BT AR =K FAT L) BRI B e T 3 5 Ko
5. RESMER
1% 7 write.csv() 5 i3 A7 4 2154 HDFS, 7518 /5 4 69 238 - F Fe ik — F 5#7,
o header=True: f4irh XHF+ @a ik, BT I TiktA G LI,
6. 4%1k SparkSession

7 spark.stop()i&%k %8, #i 4% Spark £ B /25| A4 59,

EAR T, FAUEH Apache Spark AT KREHE LB 404, B, AR T
—/> SparkSession X%, HT&#:%| Spark 8, HWENHETHIEA

"JobDataAnalysis".
Hk, TAMEH spark.read.csv 7774120 T HDFS H i Fikb BEE B SOk R T

REIE R HER L, FATE T header=True 24, Ko CHHAEERL: RN, RATHER
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# 7 inferSchema=True 2%, HzhHEWAELA, UMET)ELEM 01T

Bk, BAMER df.describe().show() J7ikior 7 #dEMfRESGHE R, W
WA bRiEZE . B MEL BOKESF . X — BT B TIRAT T R B AR A AT 73 A1 1
Bl

RIG, AE df.groupBy(’industry’).count().show() J5 47\t AT 20 4H5¢
it BoREEAMTL IR A R . X B BRAT DA B IRATT 1A FAT L AR IS LA

weJa, PAVEH] df.write.csv T7iER 7 Hras RERFE] HDFS o, BgitHN
/user/your_username/analyzed_job_data.csv. X, FATmAT LUK s AR AT
K, DMETREMAT M. I PER, AT5E M1 KREdE e B M, 15
B X EE IYIE T AN M 4

AT BT NGB RNRNT AU B E 1R, R I8 E 1 A5 ) o R AL B R ) T
M.

7l

5 FHIRIMSREWE

5.1 4FEHEEY

5.1.1 ETXREEMIEISIS

AR K VAN DR RS IS A R () B ARSI FE o O T B DR R 1) oo R R AR 12
FATRA AT FAEZE Spark HEATRAALIR DN AL P . FAKSZIP BRI -

456, M Hadoop 43 #i s 24t (HDFS) H Sz B T AL FE A H s ST 1, il
Spark 1] spark.read.csv 77 & SC AR s om . B, @it df.select 77k Xt
HERE R Gt LN ) B R AE, 51T (industry). Hi%5iH (min_salary,

max_salary). i (location) FIAF (company) Z5#% 07 B

N TAETHE A IR AL B, 0 7r A (Tl s A ®]D) 3T T HUE
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. FARIME, KM T Spark 1) Stringindexer T 5., 73 FSRFIE W 91 22 1 BB H7

fibo IXPPEHTHEAORE T IR EE 1015 UE R, e T8RN A EE, e a
RIYIGRELE 1 IS AL A

b5, it VectorAssembler 4 2 4ERHEIa) T8-S, KT LR S Hrvtiu .
AL B R I A R R S RE A & NG RHE IR & . XMURHIEZE & 7 VR RERS A 2
HRZUEEELR, IRIMEARRIER . &G, PG RS # /77 2 HDFS ik E
%1% /user/your_username/feature_data.csv, VA8 5 S5 (BRI 25 A58 3E A8 .

HEARHESR I S M R A SE B I T

Code : Python

# BZHY Spark A4-FE S B EdE

df =
spark.read.csv('hdfs://localhost:9000/user/your_username/analyzed_job_data.c
sv', header=True, inferSchema=True)

# SRR
df = df.select('industry', 'min_salary', 'max_salary', 'location',
'company')

# 0 B N B R AE
from pyspark.ml.feature import StringIndexer, VectorAssembler

# AT AR AT SR
indexer = StringIndexer(inputCol='industry', outputCol='industry_index')
df = indexer.fit(df).transform(df)

# XfHh RURFAEREAT SR 5
indexer = StringIndexer(inputCol='location', outputCol='location_index"')
df = indexer.fit(df).transform(df)

# A EIRHIE AT SR
indexer = StringIndexer(inputCol='company', outputCol='company_index')
df = indexer.fit(df).transform(df)

# HEFHE
assembler = VectorAssembler(
inputCols=['industry_index', 'min_salary', 'max_salary',
'Llocation_index', 'company_index'],
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outputCol="'features'

)

df = assembler.transform(df)

# RAFRAIE R
df.write.csv('hdfs://localhost:9000/user/your_username/feature_data.csv')

ENSE TR AR, & 4cilid Spark [¥) spark.read.csv J572: )\ HDFS F & 2%z B £
WSO, B CRAE KR MR AT i R . Bl S, B df.select TR IE S BRFE,
BFEATIL . VO M W) A S R TERE T VIR B

N T RN SIS B T A N R, AWEFUR T Stringlndexer X 73 28 RFE
BEAT T HUE A AR . XA TN BE A b B i gl S 2, B R OR B A 07 SUE
BRIz AR

FERFAE M B R, SR T VectorAssembler X Z 4R EHET A, FAT L
Rl T HPRALE R G NA R R G SRR S G BRI R XA Tk
RENS A RCHRAFE R AR 2RI R R, NS SR BRI SR B At v o & 10 A N s

B, ACERJE FRRAE G b OR A7 25 HDFS HI4RE #6458,  LUE 5 2 AR AL I SRR BRIE
Fil o BEANFEAESREN S5 M I RN o R AR T el , I N R SRR S ST S e T
JiR RRFAE RO, AR R AT L e AR T 5558 T IR Sk At

5.2 1REIFIIE

5.2.1 (EANBRFEIEEHITEIR

A5 A A [l VAR B AT S S0 . ARRS Gn
Code : Python

from pyspark.ml.regression import LinearRegression

# CEHURHIE R

df =
spark.read.csv('hdfs://localhost:90008/user/your_username/feature_data.csv',
header=True, inferSchema=True)
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# R IR AL
train_data, test_data = df.randomSplit([6.8, 0.2])

# QNG B AR
1r = LinearRegression(featuresCol="'features', labelCol='max_salary"')

# g
model = 1r.fit(train_data)

# IRAFBTY
model.write().overwrite().save('hdfs://localhost:9000/user/your_username/
linear_regression_model')

# Tt
predictions = model.transform(test_data)
predictions.select('prediction', 'max_salary', 'features').show()

TERHE A AR Zh i A+, B 6 Spark [ spark.read.csv /52 M
Hadoop 73 i A3 %48 (HDFS) it BURFIESGE ST, o OREE 0 i RO EAn I 20 Ak
H. #ETR, @13 df.randomSplit JERK BAEEFENLR S NI (L 80%) ANilliskE
(15 20%), X BIRWIR TR ALUIZRRN G L B 2 PEAT T S 4

b6 )5, {8 LinearRegression I £ 14 R ALY, - BH#A T 2 FRFAE HFIFR 251,
DA ol ) T AT S5 MR I S by . BB B e i, e I fit T VAR I ZRER HEAT 40
A, A AE S NBE T 22 ST BRI S AARR R Z AR S &R, AR A 25 B DASeE ve 0L 128
AE o

YIgRsE e, (] model.write().overwrite().save /72 Il 2547 B L OR A7 21
HDFS, 42485 N /user/your_username/linear_regression_model", {45 A [ HF
AR, (BT RSk S A . &)a, il model.transform 77 A A £ 1
ATTI, FRoRTIIEE IR, DS R i P e AN AR VR BEAT PP FIIRAIE, W DR AGE Y £E SE B
AR R Ry G é 7 ST T

BANRBEAGH T 7B SE TR, BRI ZRARAE, IO 1AL I Tt Al
AL, IR SR A AN PR B 1 AT SR
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6 REESMA

6.1 REIF(Y

6.1.1 BEHRESHITIHEREERE

RATIG VRN R HE T HLER 2 ST @ BOE AR, FARR A 2R (5 VAR S0 aef M 35 47 T3
Mo RAEENABR R —F 2 M B IR, EHTHERS A S AL EZHf
FELMER RIS FEARRT T, TATE @R LA R AR, TR #r vt s, A
DAY ¥ T e

R R i AR N

5k, {1 Spark f¢) spark.read.csv /7% M Hadoop 73 fi &% 30 %4 (HDFS)
IR IR B SO o 2SO 225 T AL B ARVRFAE T2 1 i R AR, AR I g
M7 ISR . BEJS, i85d df.randomSplit J5 K BE SR IR 8:2 [ EL I FE LRI 4> A

WIZREEFNMNAEE o XK 73 7 ik IR 1 BRI ZRANSGIE AR 2 1 S5 T S8, (R I a4 1 4K
3 A ) i 22 o

B4, Ml Spark MLIib # ] LinearRegression 28817 £ 1 [Al G 7Y,  F: BA B4R =2
FRES FbRZ 5. Hodr, 4SAE5)A features, F1%5%14 max_salary. iX— IR 7 —
AN SRR S5, IS SRR TN S Ak T B At Az 22

BRI ZR % OB @ Infit ks T A . gt fEd, BilsH
B SIRHIE S AR R R Z MR R, IR S R m Ptk Re . IR s,
1 FH model.write().overwrite().save J5 2 Il ZR4F (AR A7 22 HDFS (¥4 5E Bj 45
/user/your_username/linear_regression_model, i /& A 45 AMNIERE, ET )5
S AL AT AN

#Jo, 81 model.transform J; i MR BEAT FIU,  FF R BRI . FCSEAE A K

AL ) i S DR B JE AT e o IR LR A TN 45 R s DR AR P P RE VP A AR e SR (1 1
EA, Aoy SR AL LA AT 2 AR B 1 LA
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PATT SR T ) S ) AR S EARHT
Code : Python

from pyspark.ml.regression import LinearRegression

# TLHURFEROE

df = spark.read.csv(
'hdfs://localhost:9000/user/your_username/feature_data.csv',
header=True,
inferSchema=True

# R SR AT A
train_data, test_data = df.randomSplit([0.8, 0.2], seed=42)

# Q2 A AR Y

1r = LinearRegression(
featuresCol="'features’,
labelCol="max_salary',
maxIter=10,
regParam=0.3,
elasticNetParam=0.5

# AR
model = 1lr.fit(train_data)

# RATARTY
model.write().overwrite().save(
'hdfs://localhost:9000/user/your_username/linear_regression_model’

# A8 ISRt BB 247 Tt
predictions = model.transform(test_data)

# WonTN s R
predictions.select('prediction', 'max_salary', 'features').show(5)

AR RE T, RATRA 7 LT REEEOR

L HERNS: BLEAR I A RAR XS, AR TR A Iie ey A F . M
LR 55T VAR 28 B et £, AR RAE R 69 2Rk

2. SBEEERA: dFLMEEEARBEL K, TRATEHERX A SHHAMNE
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o BiTE B A A% (4o maxlter. regParam #= elasticNetParam), T vl —

mh
oo

B ARACKE R 69 VAR Fodd M o

3. BAKRASMmE: Kl %G8 2R A2 HDFS, %I T 693 XA, X
FAAR FAER 69 Z A Fo3R -, A JG S 09 AL R B 32 Fo IR R F5 ) 3—ABE T2 A

4. BRI BTN GXKHATIN, FEFTMER, T ALNIFHEALER 6 TR
MReo FIBF, A5 4 aR A RAL A iRl 53R T I8 X H o

BRI R R A AR RS A BRI ZR S it BRI
L, PSSR BT S VA IR . IR R G R R AR T R RCR,
IR R (R PRI SR AL 1 I SR B

6.2 {i{LiRE

6.2.1 FAESHEKREAREBE

LER R FE Al b, A 7 — DR R ) YIRS BE AN AL BE /0, AT R A X
BAEAE S EOR M ARSI BT AL . BT RGRESEORRRAE, 7] DLE E A
HITERE, FERA PRSI AEAS R B P 45 b i As e 1k

MR AL B BAR D B

1. 4l AHMA: A ParamGridBuilder 4] & A4 M4, 382 F SHALHA &
¥R AEBALTEE . BAiKR5L, A4k regParam #- elasticNetParam & /N5, & EH
T #e #9 44 4[0.01, 0.1, 0.5]#=[0.0, 0.5, 1.0].

2. RIEXXHBIEH: KA CrossValidator (6| X XIE R, HFEHE (K=
A, R iE B R UREG I (XA B IF) AR HEE, IUBER K
AR AR A 092 ER ), 18 il A S R AN 89 19 AR

3. PHAXLEEARR : @A ev.fit 7k, sl 4 & AT K XUIHED 4. YR
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B, A AR R R 6 B AR BB AT EBATIAL, VAR E] R AR A MACE

4. BABMAEHER . N%TRE, 128 cv_model.write().overwrite().save 7 %
PR G 694 AR A £ HDFS 8945 2 #6-42
/user/your_username/cross_validated_model, #44%4% R 648 AL Bk, 12T )5 5649
KR F R FadRE o

5. BEAFM: @it cv_model.transform 7 ik s X & F#ATFRM , IF ik TR M 4E .
A SAE A RIE 6 55 24015 ST R T, VAL ILIPAEBE A 2 47 50 49 R .

6. ARAIRAE: AL IPAE BTG R A RAT S EFE, HHER SR B HiRE

(MSE). F##xtik 2 (MAE) Fe3f ki £ (RMSE), JR3rdpipE4 R X ®454F

AL 95 A RCBRAE B B TR AR ARG M, Ayt — SRR RIE X

LA S A R AL AL ) B AR SEBLAAD «

)

Code : Python

from pyspark.ml.tuning import ParamGridBuilder, CrossValidator

# QIS HIN

param_grid = ParamGridBuilder() \
.add6rid(lr.regParam, [0.01, 0.1, 0.5]) \
.addGrid(lr.elasticNetParam, [0.0, 0.5, 1.0]) \
.build()

# O35 IR

cv = CrossValidator(
estimator=1r,
estimatorParamMaps=param_grid,
evaluator=evaluator,
numFolds=5

)

#ONZAS XIS AE R Y
cv_model = cv.fit(train_data)

# LR S AR
cv_model.write().overwrite().save(
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'hdfs://localhost:9000/user/your_username/cross_validated_model’

)

# AL S A AL AT T
predictions = cv_model.transform(test_data)

# WonTN s R
predictions.select('prediction', 'max_salary', 'features').show(5)

# VEASRAY I
r2 = evaluator.evaluate(predictions)
print(f'R> Score: {r2}')

# 114 MSE

mse = evaluator.evaluate(predictions, {evaluator.metricName: 'mse'})
print(f'MSE: {mse}')

# 1145 MAE

mae = evaluator.evaluate(predictions, {evaluator.metricName: 'mae'})
print(f'MAE: {mae}')

# 1'% RMSE

rmse = evaluator.evaluate(predictions, {evaluator.metricName: 'rmse'})
print(f'RMSE: {rmse}')

AR RE , FRATTRHA 1 BL T SRR HEmE -

1. BAHAML: @12 ParamGridBuilder 4] i 24 M 4%, % %iiA4%k regParam #=
elasticNetParam = X 4848 S 4k, X —dRAMR TR L TR AR E T4 RAAEMRRE,

2. RXBHE: RA KFRXIEHAR (KR T K=5), A ZUFFERER 6921058
F, BER TR AL LD %E LT ME R,

3. 3 %R @it E R2H%. MSE. MAE #= RMSE % % ANiffE 3547, 2@ 9
AT BE AL 69 T My ARG M, A i — F AR T 5249 BB X H
4, BERAELSEE: B E 9EAR A E HDFS, 5 glAE A 69 H XA 4% Fe AL

R TR TAEA 693 F Ao B, LA G 8 09 AL 28 e iR R 35 ) AL T A A o

ji"
L LA SRS, AL TS EEAZ AL RE AR 2 1 R E T, NsePR N SR T
T o B P A 55

Ao
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7 1HiE54L

AW IR 45 A Hadoop 7 & IR AL FEAE 71 F Python L2 2~ ST HiR, Ihi 2

TSR AT B S R G RGBT T RBIREOR S LA S A
A4 G, W B 73 ABCR ] E et 1 250 .

7.1 MRITIE

TEARREFEH, AT T — R KR A L2 2% S sl A 77k, 2ok
LU

1. #&RF%: &KANA A Hadoop 47 X3+ H 42 22 4= Spark MLIib #t47 £ 3% 4k 22 5 4%
AN, RHRBET RBEFERRELELEZHETGOLSE . Fof, BIMNEF T H*
(o &b )a) stk AS % BbAT AL, T T xR R LT A EFHTAN

2. ARGtk MAEG LA LTAN R RS L EH AN, RLFTHYHEL
o % R ATALRE % A Bh BUR R 1T 4) 2 EAR AL BUR, LA Ak 6y A FRAX 4R
R HE X o

3. KEREA: RAVANL RS ARPRERBRLTHONSREE, 8FHRL

RBEREE TG, Amlh— T E LSRR S, RutEh LTG5 LR

7.2 RREIE

WA T, RAIEH T 48

1. REFEENEF J M4 4 Hadoop F & Fetl B 5 3 BAR L5 S B A AL L Fw
DA KA GG R L BB, ARl AE H A TR 24 T AR,

2. FERRMEGERM: AL Lt I ATN B AR AL T3 09 B0 A AL AL 45 &
B AR R Fe AT, A BORA] e G RIERE T A S LHF
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3. 3AMBMEXE: ZARNMEREAA BT SR RIERMET 54 AN X

H, RATEREHL2FROEEL &

7.3 RFKRELE

RERHFTIAT T — R, (B RmRR M. Flan, B ks B2 IE ] BA
B 5N Z A A B — D8R T . A, RGRYSEE RS R VR R SR AT L
R .

AR FE AT LA CLR JUAN 5 AT IR AR

1. IINESRBER: B ELT LM ERE GeHKFFF. SFKHF), #
—F 32 IR G TR AL A o

2. BAHEE: WEIZARONBEFEITHE (WwREF ) AT E, RRGHER
8 TN A B A2 LA A o

3. AGF R AENAZAYEME, ¥he 260880 (AP XLRa. i
TAAE), AETFRER P GERE Ko

B2 AT S R AT R TR T S RO ROR
BIFFCRIN I BE5E 1 I S A it
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8 4RiE

Al 45 & Hadoop 1 & H KR AL BERE /1 55 Python HlLas 7 ST H0K, KR T —Fb
WS TN ITE, i wT R A0 T WSRO T A RO AR T % . X T
FABAEFRIRZIN R BIR B HAR 5 N LR e R R S 2, Mk RE 1
VEN— 2 KRB E AR TR 1 ST S i K

TEAFBAIN AR RS B =B KRB AR L2, FREE R Bk
JE SR T S T o A A4 P IR R R0 R 8 R Y 2 A B R T RO R B e R s
SR FN ORI AN B 4R S B IRIZ D H AR T L AR AR O . B IRAE S S HiE BN
HERS, RS S IRERIRIE B L IRAE SRS, RER S L S HaE R
B 7T AN TR AR, ey IR DL A R R ) DR RRA
WREAS pRIE K H AR

TEIXA RS, FRIRZIR S 72N A O R AERAER. EAURERZNN, =
FETRAIERE . XA . XA OO LA R B EIE SR, ERIRIR L ERAE T 3R
Ry, Oy TR IR AR IR . ARk, B LAEOARERE, 55 R s il
T2, Nt RETTERE ORI, R, FREA SRR S B T Ll kg A
MRMMEBE N L, AELZFEIEGITTIA.

BJE, PR SR 2 TR B0 5 SRS ! IR AR, WA IRAE R R
(TE % 1 A B!
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